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Abstract 
We show that Foursquare venue interaction data can be used 
to predict out-of-sample changes in property prices. The 
Foursquare venue interaction data is first used to identify 
London cafés, restaurants and bars with a surge in popularity. 
We then show that the neighbourhood around eateries of 
rising popularity exhibited a 4% higher property price growth 
rate in 2018 as compared with the rest of London properties. 
The difference in property growth rates is statistically 
significant. We conclude that the change in popularity of 
eateries can forecast property prices. 
 
Introduction 
As the Irish playwriter George Bernard Shaw noted, “There 
is no love sincerer than the love of food.” In a similar vein, 
the World Happiness Report by Helliwell et al. (2012) argues 
for the essential role of food for the happiness levels of 
populations. Yet, are epicure homebuyers willing to pay a 
premium to live close to their favourite eateries? In this 
paper, we study whether residential property prices are 
affected by the availability of popular cafés, restaurants or 
bars, which we collectively call eateries.  
 
The literature on gentrification reveals that popular eateries 
are, of course, only one of many sources of abnormal 
property price returns. Zhou et al. (2017) identify an effect 
of cultural investment on urban deprivation, while 
Henneberry (1998) measures the effect of improved 
infrastructure on property markets. Glaeser et al. (2018) 
highlight the role of local groceries as an indicator for 
gentrification.  
 
We introduce the concept of eateries gentrification which 
we define as the price premium of residential real estate 
induced by the availability of popular cafés, restaurants and 
bars in its neighbourhood. Eateries gentrification does not 
refer to the location decision of venue managers, who have 
an incentive to locate their services next to epicure citizens. 
Instead, we refer with our term only to the causal 
relationship from popular eateries towards higher property 
prices and property rents. 
 
Reasons for eateries gentrification are threefold. First, the 
price premium on residential real estate is justified through 
the productivity gains of having a popular food source in 
close proximity to the home. This holds particularly true for 
the ‘can’t cook, won’t cook’ households who rely on eateries 
as their primary food source. Venues in close proximity to 
their home can reduce the time they spend to procure food 
and ‘shoe-leather’ costs. Second, popular eateries in the 
neighbourhood can improve the relative ranking of a 

                                                        
1 The Telegraph, for example, mentions the restaurants in Brixton Village, 
as a driver for higher house prices in Brixton: 
https://www.telegraph.co.uk/property/house-prices/how-the-uks-best-
restaurants-are-driving-up-property-prices/ 

property in the preference relation of prospective buyers or 
renters. More affluent households can better realise their 
preferences by outbidding competitors and thereby driving 
up property prices. Third, eateries gentrification can be 
explained via positive spill-over effects. These popular 
services can encourage existing property owners to improve 
the quality of their capital stock which can in turn attract 
more affluent households. Quality food services can kick-
start a virtuous cycle of neighbourhood improvements. 
 
Pundits have long suggested neighbourhoods to blossom 
around well-received eateries, but their analysis was all too 
often limited to anecdotical evidence.1 The contribution of 
our paper is to put the hypothesis of eateries gentrification 
to a rigorous statistical test. Specifically, we make three 
contributions. First, we showcase a novel methodology to 
generate network based predictive features for property 
prices. Second, we establish the usefulness of a large-scale 
dataset by Foursquare with venue interactions to predict the 
returns on housing. Third, our results suggest the use of 
financial and regulatory incentives to establish new eateries 
as a powerful tool at the disposal of urban planners.  
 
Figure 1: Comparison of OPC property returns for all of 
London and the selected OPCs only.   

 
Note: The p-value refers to the Welch test of difference in means with 
unequal subsample variances. The error bars refer to confidence intervals 
on the individual mean return estimates. OPC stands for outward 
postcode. 
 

 
Data 
Our analysis relies on two distinct large-scale datasets that 
we bring together to put the hypothesis of eateries 
gentrification to a test. Our first dataset comes from 
Foursquare, an infamous location technology platform. Their 
longitudinal mobility dataset describes venue interactions in 
London from April 2017 to March 2019. It lists the ties 
between pairs of venues (over 7 million of them) which are 
equally sampled between the months.  
 
To protect the privacy of individuals, the data does not 
specify the exact day of a venue interaction. Instead, the 
temporal dimension of the data is aggregated to a monthly 
frequency. 
 
We match Foursquare’s venue interactions dataset with 
information on the geographical location of venues to 
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compute distances individuals are willing to travel to visit a 
venue. We use these distances to compute the degree 
centrality of venues in a directed and weighted network. 
 
The second large scale dataset is the price paid dataset from 
Her Majesty's Land Registry. It lists from 1995 onwards the 
transaction price of residential property sales. In total, the 
Land Registry details over 24 million property transactions. 
 
We match Foursquare venues with properties in the Land 
Registry via outwards postcode (OPC) districts. In Britain, 
every building is assigned a postcode of the form: LLNA NLL 
where L is a letter, N a number and A alphanumeric. The 
second L and first A are optional. The first two (optionally 
one) characters refer to the postcode area, the second two 
(before the space) the outward postcode district, then the 
postcode sector, and the final two letters the individual 
unit\low level clusters of addresses. The outward postcode 
clusters hundreds or thousands of buildings into 
neighbourhoods. 
 
Figure 2: The 2018 property returns for London OPCs

 
Note: OPC stands for outward postcode. 
 
Quantitative Measures 
In this section we explain how we compute the key 
quantitative measures for our analysis which are first, 
popularity measures for venues, and second, changes in 
property prices.  
 
Popularity 
Our measurement for popularity exploits the venue 
interactions in the Foursquare dataset. We use the Opsahl et 
al. (2010) node centrality measure for weighted and directed 
networks, where the weight is based on the geographical 
distance between venues. Their central idea is that 
popularity can be defined as the diversity of connected 
venues. A higher number of connected nodes should result 
in higher centrality measure for our focal node.  
 
On the other hand, popularity can be defined as costs that 
customers are willing to take on to arrive at a venue. The 
costs grow proportionally with the distance between venues 
and only popular venues are able to attract a substantial 
customer base beyond the local neighbourhood. Our node 
centrality measure allows us to trade-off between the 
number of relationships between nodes and the strength of 

the ties. To define our measure of node centrality, we first 
introduce a measure for the degree of a focal node as 
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where 𝑖 is the focal node, 𝑗 represents all other nodes, t is 
the timeframe, 𝑁 is the total number of nodes, and 𝑥 is the 
adjacency matrix, in which the cell 𝑥"'  is 1 if node 𝑖  is 
connected to node 𝑗, and 0 otherwise. The node strength, 
which is the sum of weights, is 
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As we consider a directed network, we distinguish between 
ties that originate, 𝑘23# , and that are directed towards a 
node, 𝑘"4. The two node centrality measures are defined as: 
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where α is a positive tuning parameter. It balances the node 
strength and the number of contacts.  
 
As our measure of popularity, we choose to use the latter 
of the two node centrality measures, 𝐶67"48D (𝑖, 𝑡).  In our 
analysis, we choose to use α = 0.5. With this choice of the 
tuning parameter, given a fixed total node strength, a 
higher number of contacts over which the strength is 
distributed increases the value of our measure.  
 
Change in popularity 
We identify a change in popularity of venues using an 
unequal variances t-test, also known as Welch’s t-test from 
Welch (1947). Specifically, we compare the mean of 
𝐶67"48D (𝑖, 𝑡) before and after January 2018. We then select 
those venues, for which there was the largest increase in 
centrality, as measured by the p-value of Welch’s test. We 
make the discretionary choice of limiting our attention to ten 
postcodes that contain the twelve eateries with the largest 
increase in popularity. 
 
Property prices 
To compute OPC level real estate indices, we employ the 
repeat-sales methodology introduced in Bailey et al. (1963). 
The idea is to convert the index construction problem to a 
regression problem, by taking the logarithm of  

𝑅"##K =
𝐵#K
𝐵#
× 𝑈"##K 

where 𝑅"##K is the ratio of the final sales price in period t’ to 
initial sales price in period t for the i-th pair of transactions 
with initial and final sale in these two periods. 𝐵#and 𝐵#K are 
the true but unknown indexes for period 𝑡 and 𝑡′, where 𝑡 =
0, 1, … , 𝑇 − 1  and 𝑡K = 1,… , 𝑇.  The term 𝑈"##K  is the 
transaction specific error term, where we will assume that 
its log form 𝑢"##K has zero mean and the same variance 𝜎U, 
and that they are all uncorrelated to each other. The 
estimation of the unknown B’s is treated as a regression 
problem. Let 𝑥# take the value -1 if period t is the period of 
initial sale, +1 if the period of final sale, and 0 otherwise for 
each pair of transactions. Let 𝐵V = 1 and 𝑏V = 	0. Based on 
taking the logarithm, the regression problem is then 
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To make the computation of the real estate price index more 
robust, we limit ourselves to consider only those outward 
postcode districts with more than 100 property transactions 
per year since 1995.  
 
Residential property returns vary widely across outwards 
postcode (OPC) districts. As Table 1 shows, the best and 
worst performing OPCs in London in 2018 have over 30% 
annual gains and losses, respectively. The standard deviation 
of OPC property returns in 2018 was 7.6%. The average 
return was 1.1%. In total there were 118,247 property 
transactions in London; on average 425 property transaction 
per OPC. Figure 2 shows a map for the London OPCs with 
colour-coded 2018 property returns. It indicates that 
property returns are spatially correlated. Further, we see 
that the threshold of 100 property transactions per year is 
particularly binding in the centre of London, which is 
represented by greyed out OPCs. 
 
Table 1: Best & worst OPC property returns in 2018 
 

Best performers   Worst performers 
OPC Count Return   OPC Count Return 
SW17 877 31.7% 

 
UB9 242 -39.5% 

E14 1815 16.5% 
 

W10 229 -39.5% 
TW2 422 16.4% 

 
KT17 383 -20.9% 

SE3 564 14.0% 
 

KT8 333 -19.5% 
SE28 246 12.4% 

 
SE12 305 -18.3% 

KT9 261 12.2% 
 

W1H 111 -13.5% 
E12 215 11.8% 

 
SM3 336 -11.9% 

RM12 485 11.0% 
 

SE22 463 -11.4% 
CM23 793 10.9% 

 
N18 235 -11.1% 

TW12 339 10.9%   SW12 527 -10.6% 
Note: OPC stands for outward postcode. 

 
Analytical strategy 
We follow three steps to identify the eateries gentrification 
effect. First, we filter the Foursquare data for cafés, 
restaurants bars. We screen the filtered list of eateries for 
venues with large increases in popularity after January 2018. 
Second, we compute OPC level price changes in residential 
property prices for the full year of 2018. Third, we perform a 
hypothesis test about the significance of the restaurant 
gentrification effect. 
 
The filtering of eateries follows the factor modelling 
literature for explaining the cross-section of equity returns, 
as pioneered by Fama and French (1993). We sort postcodes 
by the popularity of eateries, while they sort equities via size 
and value factors. 
 
We consider changes in the popularity of venues, instead of 
the level of popularity, to attempt to identify a causal 
relationship. The locality of popular venues may not be 
random, as the manager of the venue may choose to locate 
his eatery in an affluent neighbourhood. Our identifying 
assumption is that the change in the popularity of venues is 
driven by exogenous factors unrelated to property prices.  
 

The interpretation of the eateries gentrification effect 
changes with an analysis of changes in popularity of venues. 
While we conceptualised eateries gentrification as a price 
premium on residential property due to popular eateries, an 
analysis in changes in popularity then corresponds to 
differences in returns on property. We thus find evidence of 
eateries gentrification if we reject the following null 
hypothesis: 

	𝐻V: µ_2_3`ab = µc24d24 
where µ_2_3`ab  is the expected 2018 property return in 
postcodes with venues of rising popularities and where 
µc24d24  is the corresponding expectation for the rest of 
London. 
 
Results 
Table 2 displays the 12 eateries in the ten OPCs that had the 
largest increase popularity post-2018. On average, 
customers visit these venues from 20 distinct connected 
venues per month. They travel on average 3.9 kilometres to 
visit these eateries. The surge in popularity, as measured by 
our degree centrality indicator, pre- and post-2018 was 5.89 
on average.  
 
Table 2: Characteristics of selected eateries 
 

Name Category  OPC Nodes Dist  Surge 
What the 
Pitta 

Vegan 
Restaurant 

E1 19 4.0 4.5 

Leon Café E14 36 3.7 2.3 
Starbucks Coffee 

Shop 
E16 11 4.0 5.9 

The 
Spread 
Eagle Bar 

Bar E2 9 1.6 2.3 

Costa 
Coffee 

Coffee 
Shop 

E3 21 4.6 2.2 

Starbucks Coffee 
Shop 

NW1 21 3.0 31.0 

Goodfare 
Restaurant 

Italian 
Restaurant 

NW1 7 3.1 5.0 

Panzer's Deli NW8 22 3.2 4.0 
Costa 
Coffee 

Coffee 
Shop 

SE18 20 6.4 3.0 

Pret A 
Manger 

Sandwich 
Place 

SW5 21 4.1 3.0 

Starbucks Coffee 
Shop 

W6 32 4.7 2.8 

Pret A 
Manger 

Sandwich 
Place 

W6 21 4.0 3.0 

Note: ‘Nodes’ refer to the number of interactions that the venue has with distinct 
other venues on average per month. ‘Dist’ refers to the average distance to the 
connected venues measured in kilometres. ‘Surge’ refers to the multiple of 
Foursquare check-ins before and after January 2018. OPC stands for outward 
postcode. 

 
Figure 1 showcases an example for the surge venue 
popularity. We fitted the time-varying mean to the time-
series to highlight the structural break in its popularity. 
 
We find high predictive power of the Foursquare venue 
interaction data for out-of-sample property price 
movements. On average, OPC districts with one of the 
selected London venues, exhibit a 4% higher property price 
growth than postcode districts without these venues. Figure 
1 illustrates the differences in 2018 property returns. A 



Welch test at a 5% significance level rejects the null 
hypothesis that the expected return for OPCs of eateries 
with rising popularity is equal to the return of all London 
OPCs. Thus we have established eateries gentrification in 
London, which we estimate to be 4% in 2018. 
 
Figure 3: Popularity of “The Spread Eagle Bar”  

 
 
These results hold in a difficult market environment for 
London residential property, which has been dominated by 
concerns over the outcome of the Brexit referendum. This 
explains why the property price returns in 2018 for the 
selected OPCs is still modest at an annual growth rate of 5%.  
 
Table 3: The 2018 property returns on selected OPCs 
 

Name OPC Return 

Leon E14 16.5% 

The Spread Eagle Bar E2 10.5% 

Starbucks E16 6.2% 

Pret A Manger SW5 6.1% 

Costa Coffee SE18 5.2% 

What The Pitta E1 4.5% 

Starbucks & Goodfare  NW1 3.8% 

Costa Coffee E3 1.1% 

Starbucks & Pret A Manger W6 -0.2% 

Panzer's NW8 -0.7% 

 
Average Price Increase in selected OPCs 4.8% 

Average prince increase in all London OPCs 1.1% 

T-statistic for Welch’s test 2.5 

P-value of Welch's test 3.2% 

Note: OPC stands for outward postcode. 
 
Conclusion 
The goal of this paper is to both test the hypothesis of the 
existence of eateries gentrification and to estimate the 
magnitude of this effect. We construct a measure for the 
popularity of restaurants and show that postcodes with 
cafés, restaurants and bars of rising popularity exhibit higher 
investment returns on residential property. The effect is 
statistically significant. In London of 2018, the effect size has 
been 4 percent. 
  
Our results raise further questions. Does the eateries 
gentrification effect change over time? Does it persist in 

recessions? How does it compare to supermarket 
gentrification or the London Crossrail gentrification? While 
open questions remain, one fact is undeniable. The 
Foursquare dataset provides valuable information to predict 
residential property markets.  
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